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Problem & Motivation

SLAM

 plays great significance in robotics perception
« simultaneuous mapping & localization — necessary for robot navigation

Dense SLAM

» sparse SLAM is efficient and robust, but has lack of details about surroundings

* significant progress thanks to Deep Learning — absence of depth sensor
» there were some reasearches about reducing computational cost of depth estimation

* NeRF, GS SLAM

 highly realistic novel view synthesis
« butit’'s time consuming, highly sensitive to blur and noise
= limited in real-life usage

* Foundational Geometry Techniques
* MASt3R-SLAM: MASt3R + traditional SLAM pipeline
* VGGT-SLAM: submap + SL(4) manifold
= rely on pair-wise, submap-wise optimization respectively
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Problem & Motivation

Feed-forward 3D Reconstruction
« DUSt3R ¢

» regress 3D structure with scalable training data (led a trend)

= limited in pair-wise input, so it requires global optimization (lowers the inference efficiency)

 Feed-forward Multi-view

» Fast3R: efficiently handling hundreds of images
VGGT: 3D multi-task learning with scalable training data
Pi3: permutation-equivariant desgin that removes dependence on a fixed reference view

process multi-view images wth single forward pass, avoiding cost of post-processing global optimization

« transformer based methods for multi-view pointmap estimation

 Real-time 3D Reconstruction

* Span3R: extends DUST3R to stream while maintaining & interacting with spatial memory
* CUT3R: persistent state token, transformer based recurrent update
* LONG3R: 3D spatio-temporal memory, coarse-to-fine pipeline to handle long sequence

o Stream VGGT, STream3R

* inspired by modern language model
* incorporate causal attention to enable real-time streaming reconstruction

= but, exsisting streaming methods don’t cosider revisiting past estimates, so it leads to drift and limited global consistency
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SLAM-Former Frontend

+  keyframe detection

» Architecture: Frontend + Backend . Tracking & Mapping
» efficient incremental updates
o ' P Backend
» periodic global refinement +  Global Update
Sequential image frames F IfSiI;AM-Former Incremental map & poses
\ = Frontend keyframe Frontend Decode| = 1
_— Keyframe Detection Tracking & Mapping :
—————————————— 1 Append
Frontend : : . o o P*: predicted point map
KVeache | — =+ = = | mem Y " P,x%g e X*: predicted confidence
{Ciche : v M M : e g*:predicted camera pose
|
Update cache : - Map tokens :
Y M M |
L |
________________________ o]
Backend | k Foln Frontend
KV eacha : } Transf{)rmer
______________ Shared
Input , weights
Decade Backend i e
Global Update EaceEnd
Transformer

/ P
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SLAM-Former

* Transformer Architecture (f)

» transformer backbone that aggregates intra/inter frame information
» consists of L layers, and each layer has intra/inter frame attention

* input: image patch tokens + register tokens

» Task-specific Heads (h)

« decode scene geometry, camera poses
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Frontend

* map token

F; = ffn(It){Ck}keS (1)

* mapping keyframe into map token using previous KV cache
(save KV Cache before passing to inter-frame attention layer) Ct — Cache(f (Ft))

* mapping keyframe into map-token using previous KV cache

» keyframe detection

8t = hpose(Ft) (2)

» decode map token into camera pose

—1
Bkorev,t — B Bt > T

» select frame as new keyframe if relative pose of previous keyframe exceeds threshold ©

» if a new keyframe is confirmed, F; is recomputed with full KV cache, and token map (M, S) is updated

M+ MU{F,}, S« SuU{t}, S« S+1. @3
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To mitigate a causality(relies on past frames) of frontend, we use backend

Backend
» Traditional SLAM pipeline

(a) Traditional: Multiple-Model Pipeline

| g
mage Frontend LOOF,) Fac'.cor. gra.mph Poses & Map
Frames Detection Optimization

Model A Model B Model C

 traditional SLAM pipeline relies on loop closure detection & graph optimization for global consistency

« SLAM-Former

* but, SLAM-Former refines whole map token in a single pass using backend f;,,

+ effectiveness lies in the full attention mechanism within f,,

« Cache Sharing
{Cr}kes ¢ Cm- (5)

» frontend and backend shares KV cache Cy (so that frontend get benefits of backend refinement)
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Training Strategy

« Training Modes

* jointly train SLAM-Former across three modes with a single iteration ¢ A=t

* Mode 1 (Training Frontend)
* Training: causal attention mask
» Inference: single pass with previous KV caches
F = f(Dxv

I

: : : : . I

« first two frames are applied full attention (removing dependence on a fixed reference view) |
I

I

— — — — — —

* subsequent frames are applied causal attention

e e — Aot
* Mode 2 (Training Frontend with Backend Cooperation) Heads D B .
+ train with mixed attention to simultaneously process backend and cache-sharing p W - . (b) Mode 2: Backend + Frontend
_ . - TN\ )
+ backend: full attention M = fpn(M) : RS |
* frontend: causal attention F = f; (I)c,, | :
I I
* Mode 3 (Training Backend) L Frnge i | | |
________ x L
* refines map token 1\_/_[ — fbn(M) MM M M
» backend: full attention (c) Mode 3: Backend
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Training Strategy

 Joint Training

* resulting tokens in all modes (=implicit representations of geometry and camera poses)
P*, 3", g" = h(F) (6)
» produces pointmaps for each frame to avoid the need to define specific world coordinate

Lagyy= Ly + Ly+ BL3

final training objective

* Loss Function

L= Ldepth 2 meap + )\Lcam (7)
scale chtor redicted depth
* depth loss (by Pi3) predicted dept . in, 3 ||s(P* — P,)/Dy|
N . . e . § = argming " S t — It tl1
Liowa = 3 (%1 © (+"D; = D)) + |5 © (V5'D; ~ ¥Dy)| - alog 3
n \ \ scale factor (by Pi3)
. confidence spatial gradien —1
+ pointmap loss patial gradient ;1 = gi giP;
mea.p — Z (HEI ® (S*P:’l _ Pt)” Ul ||E: ® (Vs*P:,l _ VPt)H _ alog E:) transformed local pointmaps aligned to the first frame

t
 camera loss
. *71 . 1 Huber norm
Lom=Y_|ls"® (&) '€}) — (& &)l —
] RAISE LAB



Experiments

« Camera pose estimation

[ TUM RGB-D dataset ] [ Replica dataset ]
| Method Sequence A Sequence
| ene 360 desk desk2 floor plant room rpy teddy Xy Z e ‘ Method d Avg
| ORB-SLAM3 [1] X 0017 0210 X 0.034 X x X 0.009 N/A | Rm0 Rml Rmz Of0 Ofl O0f2 O0f3 0Of4
gl o e B9 oy 8 g o ple MG o
O ngm[wﬂzg 8%%% 88{% 88%3 88% 88%% 82332 88%8 88% 88%8 88;461 %NICER—SLAM[B] 0.013 0.016 0.011 0.021 0.032 0.021 0.014 0.020 0.019
EOSIEART  Gis Ghk  00R BB 8% 68 84K S GO0 888 O DROID-SLAMIS] 0003 0001 0003 0003 0.004 0.003 0.005 0.004 0.003
DROID-SL. 5 0111 0018 0042 0021 0016 0049 0026 0048 0012 0038
MASt3R-SL 0049 0016 0024 0025 0020 0061 0027 0041 0009 0.030 | SLAM3R [33] 0.046 0.059 0.057 0.112 0.063 0.062 0.050 0.081 0.066
[ e 0
e ﬁ%%%Rss%éﬁ“M*ﬂ] 0070 0035 00 00% 001 OiF 0% oMa 00% oo 5 CUT3RT [26] 0.145 0.243 0.127 0.159 0230 0.162 0.088 0204 0.170
g CS%FRJF [26] 8-%5 8~8§i 8'(1)‘112 géﬂ g-gég 8-;22 8~822 8-(33 8'8%3 g-‘l’g 2 StreamVGGT™ [11] 0.113 0.163 0.077 0.076 0.070 0.180 0.153 0.168 0.125
= StreamVGGT ™ [11] 0088 0063 0105 0604 0070 0633 0025 008l 005 0187 — VGGT-SLAM * [8] 0.030 0.167 0.086 0.042 0.064 0.095 0.039 0.043 0.071
JOSTSIAMTIOl g% g e o3 gom Qi oMo oow 30N 00w |ous 0030 0026 0027 0028 0029 0038 0028 0031 0030

+  SLAM-Former outperforms overall baseline methods in TUM RGB-D dataset
» but, lags behind the traditional SLAM method in Replica dataset (because synthetic data lacks noise and blur)
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Experiments

Experiments

 Reconstruction

[ 7-Scenes dataset ]

7-Scenes
[ Replic dataset ] |Method
| ATE ] Acc.| Complet.| Chamfer|
Method Room 0 Room 1 Room 2 Office 0 Office 1 Office 2 Office 3 Office 4 Average
e T acTen T i o aclm aiMa sl S 7 RoDSLAMEL 009 0141 00 0098
t 8 2 i = i " 3 Y a1 H K .

. AL AR SEAR SBAL AL M IR M MAE lusorsiam oo oo oms ooy
DROID: SLAM*[[IS] FR/a06 3337601  3h6/Te01  J0U/16d0 23071630  see/isse  4d0so03  aeisoes | s%5/ii% S | Spann3R @20 [25]  N/A 0.069  0.047 0.058
DIM-SLAM* [43 1419/624  956/645  841/1217 10.16/595  7.86/833  16.50/828  13.01/6.77  13.08/8.62 | 11.60/7.85 Spann3R @2 [25] N/A 0124 0043 0.084
GO-SLAM™ [30] : ; - - i - : - 3.81/4.79
Spann3R~ [25] 9.75/12.94 1551/1294  7.28/850  546/1875 524/1664 933/11.80  1600/9.03 13.97/16.02 | 10.32/13.33
SLAM3R™ [33] 319/240  3.12/234  272/200  428/260  3.17/234  384/278  390/3.16  432/336 | 3.57/2.62 MASt3R-SLAM* [7] 0.066 0.068  0.045 0.056
CUT3R" [26] 6.09/300  089/455  577/266  523/246  11.60/694  800/3.16  612/3.00  746/3.05 752/3.62 | VGGT-SLAM [8] 0.067 0.052  0.058 0.055
StreamVGGT™ [11] 9.01/437  1222/466  561/261  664/345 5 14/2 55  12.84/723  12.09/659  1548/635 | 9.884.73 S
VGGT-SLAM* [8 { ) 323/266 1892/1541 1593/1237  4.01/249 1232 693/531  297/253  5.19/383 | 7.52/586 = |CUT3R™ [26] 0.073 0.032  0.047 0.040
SLAM-Former (Ours) | 2:40/186  179/135  183/1390  184/137 10138 Saier 336/ 338/i50 | 209/ 1k 2 | StreamVGGT* [11] 0081 0.058  0.057 0.057

g . . . :
VGGT-SLAM™ [8] 0.068 0.054 0.060 0.057
Ours 0.042 0.017 0.037 0.027

+ SLAM-Former outperforms overall baseline methods in Replica, 7-Scenes dataset
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Experiments

Experiments

* Reconstruction w.0 backend

error accumulates over time

StreamVGGT VGGT-SLAM SLAM-Former (Ours) Ground Truth

(a) VGGT (b) Pi3 (¢) SLAM-Former

/

backend use implicit order provided by frontend
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EB. : End Backend
MB : Middle Backend

Experiments

 Ablation
Method Sequence Avg

360 desk desk2 floor plant room rpy teddy xyz

F.-only 0.137 0.041 0.045 0.264 0.053 0.547 0.036 0.073 0.013 0.134
F. +EB. 0.073 0.021 0.026 0.078 0.022 0.104 0.018 0.027 0.011 0.042
F. + MB. 0.067 0.018 0.025 0.081 0.023 0.082 0.017 0.031 0.011 0.039
F. + MB. + EB. 0.067 0.018 0.026 0.079 0.021 0.082 0.017 0.030 0.011 0.039

* evaluate camera pose on TUM RGB-D

* backend significantly improves performance

« MB. shows great contribution

» Execution Speed

KF-detection|Frontend | Backend [ Summary
TPE(ms) |TPE(ms)|TPE(ms)| FPS
TUM: room 39 97 187 10.8
7Scene: chess 89 77 83 11.0
Replica: rooml 87 76 113 11.3

» overall speed is over 10Hz, so SLAM-Former can operate in real-time

RAISE LAB



Limitation
1. SLAM-Former use full-attention in the backend (= 0(n?))

» could be solved in SLAM ways(using sparse graph) or transformer techniques (using sparse attention & token merge)

2. SLAM-Former doesn’t support frontend mode locally

 all previous KV caches should be fed into the model during inference
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